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ABSTRACT

As the community of toxicological researchers, risk assessors, and risk managers adopt the adverse outcome pathway
(AOP) framework for organizing toxicological knowledge, the number and diversity of AOPs in the online AOP
knowledgebase (KB) continues to grow. To track and investigate this growth, AOPs in the AOP-KB were assembled into a
single network. Summary measures on the current state of the AOP-KB and the overall connectivity and structural features
of the resulting network were calculated. Our results show that networking the 187 user-defined AOPs currently described
in the AOP-KB resulted in the emergence of 9405 unique, previously undescribed, linear AOPs (LAOPs). To investigate
patterns in this emerging knowledge, we assembled the AOP-KB network retrospectively by sequentially adding each of the
187 user-defined AOPs and found that the creation of new AOPs that borrowed components from previously existing AOPs
in the KB most described emergence of new LAOPs. However, the introduction of nonadjacent key event relationships and
cycles among KEs also play key roles in emergent LAOPs. We provide examples of how to identify application-specific
critical paths from this large number of LAOPs. Our research shows that the global AOP network may have considerable
value as a source of emergent toxicological knowledge. These findings are not only helpful for understanding the nature of
this emergent information but can also be used to manage and guide future development of the AOP-KB, and how to tailor
this wealth of information to specific applications.
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Adverse outcome pathways (AOPs) provide researchers and reg-
ulators a formal framework to link molecular level perturba-
tions elicited by chemicals or other stressors (ie, molecular
initiating events [MIEs]) to adverse outcomes (AOs) of regulatory
significance by defining a series of evidence-based causal rela-
tionships between measurable key events (KEs) (Ankley et al.,
2010). AOP knowledge is contributed by the international scien-
tific community via crowd sourcing and stored online in the
AOP knowledgebase (AOP-KB), which is currently accessed pri-
marily via the AOP-Wiki (aopwiki.org). In the AOP-KB, AOPs are
created by users as collections of sequential KE descriptions (in-
cluding MIE and AO descriptions) and key event relationship
(KER) descriptions, where each KER describes the causal evi-
dence between one upstream KE and one downstream KE. The
modular nature of the AOP framework permits the sharing of

KEs and KERs between individual AOPs, and as such, AOPs with
shared components naturally form into AOP networks (Knapen
et al., 2018; Villeneuve et al., 2014, 2018).

The resulting AOP networks capture the potential interac-
tions between individual AOPs. They also capture the diversity
of effects that may occur in different species, life stages, target
organs, etc., following perturbation of a biological pathway or
function and, conversely, the range of different MIEs that can
plausibly contribute to a given AO. Considering this broader,
systems-level scope, in which AOPs operate is expected to be
critical to their practical use in risk assessment and decision-
making (Villeneuve et al., 2014). For example, chemicals or mix-
tures of chemicals and/or other stressors will often exert their
adverse effects via more than one pathway. Most of these path-
ways do not occur in isolation, but may interact and influence
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one another. Thus, it is important to simultaneously consider
all pathways induced by a stressor and any potential interac-
tions among them. The modularity of the AOP framework was
thus designed as a tractable and pragmatic approach for captur-
ing and summarizing our current knowledge about induced
pathway interactions in a complex systems context (LaLone
et al., 2017).

As crowd-sourced contributions to the AOP-KB continue to ac-
cumulate, the resulting network of AOPs grows not only in com-
plexity, but also in its potential for revealing previously
undiscovered relationships and knowledge. The growing AOP-KB
network and its components have attributes that emerge and
evolve over time. These include basic properties such as the num-
ber of AOPs, KEs, and KERs, or more complex measures of network
connectivity that are determined using modern graph theory
methods (Pavlopoulos et al., 2011; Villeneuve et al., 2018). In addi-
tion to these properties, previously undescribed pathways also
emerge when AOPs are networked together through sharing of KEs
(Figure 1). These “emergent” AOPs will often represent potential,
previously uncharacterized, mechanisms of toxicity and/or points
of AOP interaction. Identifying, characterizing, and interpreting
these emergent properties and pathways will not only be useful for
monitoring and managing the growth of the AOP-KB, but will also
be integral for determining the most effective way to tailor AOP
knowledge to any particular application.

The objectives of the current research were 3-fold. First, we
wanted to identify and develop baseline metrics that could be
used to track the growth and development of the AOP-KB over
time. This could be used as one indicator of success relative to
the uptake and impact of the AOP framework (Carusi et al.,
2018). Second, we aimed to apply computational approaches to
characterize the emergence of new relationships as AOPs are
created and linked together in the AOP-KB, including the identi-
fication of the major drivers. Finally, we wanted to provide fur-
ther demonstration of how network analysis approaches could
help isolate AOPs of interest from a broader network of AOPs.
To achieve these aims, we assembled a network from all AOPs
currently in the AOP-KB (from AOPWiki.org as of April 1, 2018).
We then measured a variety of properties of the resulting net-
work, including basic summary information, structural features,
and connectivity metrics. We also identified and quantified the
emergent AOPs, and identified several factors that influence the
rate at which they occur. Lastly, we provided several examples
of how to identify paths of interest from the large amount of
emergent AOP information and tailor these paths for particular
research questions.

METHODS

AOP data was downloaded in XML format from the “Permanent
Downloads” section of the AOPWiki website (https://aopwiki.

org/info_pages/5). We used the dataset dated April 1, 2018. All
analyses were conducted using R (R Core Team, 2017). The rele-
vant data were parsed from the XML file using the xml2 library.
Many of the functions used for network analysis were from the
R package igraph (Csardi and Nepusz, 2006). Network analyses
specific to AOP networks were derived as needed. All R scripts
used for network assembly, analysis, and visualization are
available in the Supplementary Material.

AOP-KB network construction. All AOPs were assembled into a sin-
gle, directed network based on their KER information. The first
step in creating the AOP-KB network was downloading the XML
file from aopwiki.org. Next the xml2 R package was used to im-
port the XML into R. The nonredundant set of upstream and
downstream KEs from each KER (KEup and KEdown) were repre-
sented as nodes in the network. Each unique KER was repre-
sented as a directed edge linking its respective KEup and
KEdown. This was done by describing all KERs in the AOP-KB as
an edge list table, such that each KER only occurred once in the
table, and that each KER was represented as a KEup and
KEdown pair. This edge list was then used to construct the AOP-
KB network using the graph_from_edgelist function from igraph.
Two types of AOPs present in the KB were removed before analy-
sis: archived and empty AOPs. Archived AOPs are from the very
early design phase of the AOP-KB and have been replaced with
updated versions. Empty AOPs are AOP pages that were created
but had no KEs or any KERs associated to them. No other proper-
ties (such as OECD status, taxonomic applicability, etc.) were con-
sidered in the initial construction of the AOP-KB network.

After the AOP-KB network was constructed, several attrib-
utes from the AOP-KB dataset were assigned to each KE and
KER (Table 1). For KEs, these attributes included: KE ID, AOP ID,
key event designators (MIE, KE, or AO), and level of biological or-
ganization (LOBO). Attributes from the AOP-KB assigned to KERs
included: KER ID, AOP ID, weight of evidence (WOE), and quanti-
tative understanding (OECD, 2018). For some KEs and KERs,
these attributes were not specified in the AOP-KB. In these
instances, we assigned default attribute values. For example, if
a KER did not have a quantitative understanding score in the
AOP-KB, we assigned it a default value of “low” for that attribute
(Table 1). The final assembled network is available in the
Supplementary Material in two formats: as an igraph object that
can be imported into R, or as pair of tab-delimited tables (one ta-
ble for KEs and KE attributes, and one table for KERs and all KER
attributes).

Network analysis and visualization. Organizing the AOP-KB infor-
mation in a single global network enabled us to utilize many
standard techniques developed in the fields of network analysis
and graph theory, for which many resources exist (eg, Kolaczyk
and Cs�ardi, 2014). AOP-specific network analyses were derived

Figure 1. Two linear AOPs are combined to form an AOP network. When two or more user-defined AOPs that share a key event are combined into a network, previously

undefined AOPs can emerge.
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and utilized in our research as appropriate that considered
unique aspects of AOP networks.

KERs included in a given AOP description can be described as
either adjacent or nonadjacent (OECD, 2018). Adjacent KERs cap-
ture evidence connecting upstream and downstream events are
next to one another in the sequence defined for a specific AOP.
Nonadjacent KERs are used to capture pair-wise evidence for a
causal connection between an upstream and downstream KE,
where one or more KEs lie in between for the sequence defined
for the AOP. Importantly, because the number of KEs to include
in a linear AOP description is subjective, edges (KERs) that are
adjacent in one AOP may be nonadjacent in another. For net-
work construction, edge adjacency was determined using a cus-
tom algorithm (Supplementary Figure 1). Briefly, the algorithm
used a three-step process to identify nonadjacent KERs: (1) iden-
tify the KERs for which KEup and KEdown are also connected
via an alternate path that is longer than one KER; (2) identify all
the longest unique paths in the network; (3) a KER is identified
as nonadjacent if its KEup and KEdown are connected via an al-
ternate path (from step 1), and will not disrupt any unique lon-
gest paths (from step 2) if removed. The code and a more
detailed explanation of the algorithm are provided in the sup-
plemental R scripts.

Our study into the structure and attributes of the AOP-KB
network included determining network components, centrality
measures for KEs, path determinations, and connectivity meas-
ures between KE pairs, specifically, MIE/AO pairs that describe
AOPs. Weakly and strongly connected components in the AOP-
KB network were identified using the components function of
igraph. Linear AOPs were identified by determining all unique
simple paths between all possible MIE and AO pairs using the
all_simple_paths igraph function, a simple path is a list of se-
quentially connected nodes, where no nodes are repeated.
Degree centrality, which counts the number of KERs entering
and leaving a given KE, was determined for all KEs using degree
in igraph. An AOP-specific betweenness metric called “AOP
occurrence” was developed and determined for KEs by counting
the number of times each KE occurred in a unique linear AOP.
Edge connectivity between all possible MIE and AO pairs was
determined using the edge_connectivity igraph function; edge
connectivity of two nodes is the minimum number of edges
that, if removed, will eliminate all possible paths between
them.

There are many possibilities for visualization of a network
(see Kerren et al., 2014). Network attributes and application both

influence selection of appropriate layout. All network visualiza-
tions, unless otherwise indicated, were plotted using the
Fruchterman and Reingold layout (1991). When applicable (ie,
when no cycles were present in the network visualized) we uti-
lized a custom AOP network layout derived based on the topo-
logical sorting of the network found with the topo_sort igraph
function. Topological sorting of an AOP network lists its KEs in a
linear sequence such that for every KER in the network, KEup al-
ways occurs before KEdown (see Villeneuve et al., 2018).

RESULTS AND DISCUSSION

A recent survey of the regulatory toxicology community identi-
fied the analysis and application of AOPs in a network context
as a key research need for advancing the regulatory utility of
the AOP framework (LaLone et al., 2017). In response to this sur-
vey, an international work group of researchers, regulators, and
other stakeholders developed a vision and series of recommen-
dations for AOP network applications (Knapen et al., 2018) and
AOP network analysis (Villeneuve et al., 2018). Metrics to track
the growth and development of the AOP-KB were also recom-
mended among a set of critical indicators to measure the im-
pact and success of the AOP framework over time (Carusi et al.,
2018). Providing a set of baseline metrics is a critical first step in
that process. Consequently, in this study, we applied several
network analytical methods to the network derived from all
AOPs currently stored in the AOP-KB (April 1, 2018). This work
served three major purposes: (1) to measure baseline character-
istics of the AOP-KB that could be used to track growth and de-
velopment of the AOP-KB over time, (2) to extract and begin to
interpret the new knowledge that emerges from combining dis-
crete AOPs into a larger network (ie, emergent AOP knowledge)
as a result of collaborative contributions to the AOP-KB, and; (3)
demonstrate how network analysis approaches could be used
to find AOPs of interest from complex networks of AOPs.

We constructed the AOP-KB network from the list of all
AOPs described in the AOP-KB as of April 1, 2018 (downloaded
from AOPWiki.org/downloads). At any point of time, AOPs in
the AOP-KB may be at different points of development. On April
1, 2018, only a relative handful of user-specified AOPs had been
subjected to a formal OECD-coordinated review process. Indeed,
a survey of all of the user-defined fields (ex: title, description,
empirical evidence, etc.) in the KB indicated that the majority of
AOPs, KEs, and KERs were only partially complete (Table 2). On

Table 1. Attributes From the AOP-KB That Were Assigned to Each Key Event (KE) and Key Event Relationship (KER)

KE Attribute Description

KE ID Unique identifier number for each KE
AOP ID List of IDs for all AOPs that a KE is a member of
KE designator Indicates whether the event a regular key event (KE), a molecular initiating event (MIE), or an adverse

outcome (AO)
Level of biological organization Indicates the level of biological organization as either: molecular, cellular, tissue, organ, individual, or

population

KER attribute Description

KER ID Unique identifier number for each KER
AOP ID List of IDs for all AOPs that a KER is a member of
Weight of evidencea A value of low, moderate, or high that describes the level of confidence in the empirical evidence

supporting the KER
Quantitative understandinga A value of low, moderate, or high that describes the level of quantitative understanding of the KER

aFor KERs that did not have a value specified for these attributes in the AOP-KB, a default value of “low” was assigned.
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average, AOPs only contained information in 49.2% of possible
fields. Although most AOPs had title information, and informa-
tion about their component KEs and KERs, very few had entries
in the evidence and assessment fields. Similarly, only 47% and
26.3% of user-defined fields contained information for KEs and
KERs, respectively. Again, the fields with the lowest amount of
information were those associated with describing the support-
ing evidence for the KEs and KERs. Consequently, because of
their varying degrees of completion, many of the AOPs in the KB
had unconventional or even incorrect structures. Nevertheless,
we included all AOPs, regardless of their stage of development
or adherence to accepted conventions, in our KB network and
analysis. We felt this would provide an accurate depiction of
the “baseline” condition of the AOP-KB (ca. April 2018). Further,
it has been recognized that AOPs at nearly all levels of develop-
ment have utility for at least some applications (Edwards et al.,
2015). Given its open, crowd-sourced nature, even with ongoing
curation, the AOP-KB may always contain partial or atypical
AOPs at various stages of development. Describing an accurate
baseline that represents the current conditions of the AOP-KB
will help reveal whether ongoing outreach and guidance con-
cerning AOP development approaches can improve the quality
and structuring of AOP information being assembled in the
AOP-KB.

Just as the AOP-KB network contains all AOPs regardless of
their level of development or review, it also contains AOPs for
all species, life stages, sexes, etc., currently represented in the
AOP-KB. No attempts were made to restrict content based on bi-
ological attributes. Consequently, some of the emergent path-
ways within the network will not necessarily be biologically
plausible (eg, if a pathway contains some segments that are
only relevant to males and other segments that are only rele-
vant to females). The proposed concepts of “filters” and “layers”
(Knapen et al., 2018) would be useful tools for identifying the
most relevant AOPs, and for tailoring an AOP network to any
particular utilization. Although this approach was not
employed in our current study, recent work toward the develop-
ment of the AOP database tool stands out as a useful approach
for AOP filtering in the future by using the stored AOP informa-
tion on AOP-gene targets, chemical, disease, pathway, and spe-
cies information to identify contextually and biologically
relevant pathways (Pittman et al., 2018).

It is important to keep the broad, inclusiveness of AOPs in
mind when interpreting all downstream analysis of the network
created for this study. Likewise, our inclusion of partial and
unreviewed AOPs in our analysis should not be taken to indicate
substantiation or critique of the specific AOP information used
in or derived from the present analyses, instead our research
develops and identifies techniques used for determining the
status of the AOP-KB and to understand some of the properties
of the emerging knowledge that results as new AOP information
is included in the AOP-KB.

Basic AOP-KB Network Summary Metrics
The AOP-KB is a crowd-sourced repository and AOPs are con-
tributed by authors and developers from institutions all over
the world. Supplementary Figure 2 shows the growth of unique
AOP contributors to the AOP-KB. The AOP-KB is ever-evolving as
contributors constantly add, remove, and refine AOPs. Thus, the
number of AOPs, and component KEs and KERs, in the KB varies
over time. At the time of our analysis, there were a total of 219
unique user-specified AOPs in the KB. Of these, 6 were archived
(ie, early versions that were replaced as guidance evolved) and
26 were empty (did not contain any KERs and/or KEs) and

therefore not included in the network construction and omitted
from further analysis. The remaining 187 AOPs were comprised
from 840 unique KEs and 1050 KERs. The number of KEs per AOP
ranged from 2 to 29, with an average of 7.3 and median of 7
(Supplementary Figure 3A). The number of KERs per AOP ranged

Table 2. AOP Knowledge Base Field Attribute Summary, Including
Percent Completed by Attribute

No. %

AOP Fields
Total AOPs 219 —
AOPs with Title 219 100.0

Short name 219 100.0
Authors 175 79.9
Abstract 116.0 53.0
Background 28 12.8
At least 1 KE 205 93.6
at least 1 KER 190 86.8
MIE 182 83.1
Evidence-supporting MIE 51 23.3
AO 200 91.3
Regulatory examples of AO 55 25.1
Essentiality of KEs 44 20.1
Taxonomic domaina n/a n/a
Sex domain 117 53.4
Life-stage domain 101 46.1
Potential applications 36 16.4
AOP stressors 78 35.6
Overall assessment: Description 57 26.0
Overall assessment: Domain of applicability 53 24.2
Overall assessment: KE essentiality 44 20.1
Overall assessment: WOE 47 21.5
Overall assessment: Quantitative 44 20.1

Average percent fields with entry 49.2
KE fields

Total KEs 911 —
KEs with Title 911 100.0

Short name 911 100.0
Level of biological organization 911 100.0
Organ/cell term 500 54.9
Description 257 28.2
Measurement method 231 25.4
Taxonomic domain 182 20.0
Sex domain 89 9.8
Life-stage domain 87 9.5
Evidence-supporting domain 203 22.3

Average percent fields with entry 47.0
KER fields

Total KERs 1056 —
KERs with Title 1056 100.0

Description 239 22.6
Biological plausibility 245 23.2
Empirical support 251.0 23.8
Quantitative understanding 213 20.2
Uncertainties and inconsistencies 213 20.2
Taxonomic domain 161 15.2
Sex domain 103 9.8
Life-stage domain 97 9.2
Evidence-supporting domain 200 18.9

Average percent fields with entry 26.3

aField information currently unavailable from aopwiki.org XML data.
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from 1 to 26, with an average of 7.2 and median of 6
(Supplementary Figure 3B). Several partially described AOPs
contained KEs that were not linked by any KERs. There were 15
such KEs. These KEs also could not be used for network con-
struction and were omitted from further analysis. Thus, the
remaining 825 KEs and 1050 KERs from 187 user-defined AOPs
were used to construct the AOP-KB network. The result was a
directed graph where all KEs were represented as nodes and all
KERs were represented as directed edges (Figure 2). Summary
information for the AOP-KB network is provided in Table 3.

Two specialized types of KEs, the MIE, and AO, are used to
identify the point on the pathway that can be initiated by mo-
lecular interaction with a stressor, and the points corresponding
to adverse biological effects of regulatory concern, respectively.
Among the AOP-KB network’s 825 KEs, 126 were designated by
the AOP developers as MIEs and 113 as AOs. We assigned these
designations as KE attributes in the constructed network to con-
duct a variety of downstream pathway analyses (Figure 2, MIEs
and AOs are represented as green and red nodes, respectively).

AOP developers specify KE LOBO as molecular, cellular, tis-
sue, organ, individual, or population (Table 1). AOPs can contain
KEs that span multiple LOBO (Figure 3). Of the 825 total KEs, 270
KEs were at the “cellular” level, making this LOBO the most

represented in the KB. The “population” level had the fewest
KEs with only 25. There were many more KEs at the “individual”
level than the “population” level. This could, in part, reflect a
bias in the AOP-KB toward human health-oriented AOPs, as
there is generally stronger need to link ecological effects to
population-level outcomes. However, it is also likely that rele-
vant links to population-level outcomes have often not been de-
scribed as they are often based largely on plausibility
arguments and lack other types of empirical supporting data.
The current baselining/benchmarking exercise should be help-
ful in evaluating whether more AOPs will be extended to the
population-level over time.

Identifying the Adjacent and Non-ADJACENT KERs
Our analyses showed that KER adjacency plays an important
role in the structure of the AOP-KB network. Two different types
of KERs are defined during AOP development: adjacent KERs
and nonadjacent KERs. By definition, an adjacent KER describes
and provides evidence for the causal relationship between two
KEs that occur immediately upstream or downstream of each
other in an AOP. A linear AOP contains just one adjacent KER
between each of its sequential KEs. Thus, the series of adjacent
KERs in an AOP describes the sequence of causal relationship

Figure 2. All AOPs in the AOP-KB were assembled into a network. Key events (KEs) are represented as circular nodes. Molecular-initiating events (MIEs) and AOs are

two specialized KEs represented as green and red nodes, respectively. Key event relationships (KERs) are represented as directed edges between nodes. Nonadjacent

KERs are represented as orange edges. [Color figure is available in the online version, available at http://https://doi.org/10.1093/toxsci/kfz006].
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leading from MIE to AO. On the other hand, nonadjacent KERs
describe evidence that links KEs further apart in an AOP se-
quence. Nonadjacent KERs are generally used as supporting evi-
dence for AOPs, and do not necessarily describe alternative
mechanisms between nonadjacent KEs. Rather, they are used
as pragmatic placeholders for correlational evidence between
KEs that are often measured together, but have intermediate
KEs between them. It is important to distinguish between these
two types of KERs in network analysis because, non-adjacent
KERs over-inflate connectivity of the network region in which
they occur and result in artificially short path lengths through
the AOP network (Villeneuve et al., 2018).

One difficulty in identifying nonadjacent KERs is that adja-
cency is not a fixed property of a KER; a KER that is adjacent in one
AOP can become nonadjacent when combined into a network of
AOPs, and vice versa. Furthermore, prior to recent updates to the
guidance on AOP development, the adjacency of KERs was often
incorrectly defined by users. Therefore, the user-defined designa-
tions are not useful for discriminating adjacent and nonadjacent

KERs in a networked context. To address this, we developed an al-
gorithm for identifying adjacent and nonadjacent KERs after AOPs
are joined into a network (see Methods). Of the 1050 unique KERs
in the KB, there were 859 that were defined by users as adjacent in
all AOPs in which they occurred. A total of 180 KERs were defined
as nonadjacent in all occurrences. There were 11 KERs defined as
either adjacent or nonadjacent in different AOPs. In comparison,
the algorithm that we applied identified 943 of the KERs as adja-
cent, and 107 as nonadjacent after all AOPs were assembled into
the network (Figure 2). We used these computationally derived ad-
jacency designations for all downstream analyses.

Component Analysis
As the number of KEs and KERs that are shared between more
than one AOP in the AOP-KB increases, groups of AOPs will be-
come connected and form into distinct connected components.
AOP networks are directed, so components can be weakly or
strongly connected. Weakly connected components are groups
of nodes for which a path between any pair of nodes in the
group exists without consideration of the directionality of their
edges, or cause-effect orientation within an AOP network. In an
AOP context, weakly connected components represent groups
of AOPs with overlapping biology or that share any KEs.
Strongly connected components are groups of KEs for which a
directed path exists between each KE in the component. All
feedbacks/cycles are contained within strongly connected com-
ponents, therefore the determination of these components in
the AOP-KB provides a mechanism for the exhaustive identifi-
cation of cycles in the networks.

As of April 1, 2018, there were 35 weakly connected compo-
nents in AOP-KB network (Figure 4). The largest weakly con-
nected component in the network contains 578 KEs; the
majority of KEs in the network. The remaining 34 weakly con-
nected components were much smaller, ranging in size from 2
to 17 KEs in size (brown backgrounds in Figure 4). The smaller
components represent areas of toxicology with few AOPs; these
may be novel areas of application or AOPs in early stages of de-
velopment. The large component represents areas of toxicology
with more highly developed AOPs, with interdependent mecha-
nisms and biological descriptions.

There were 4 strongly connected components in the AOP-KB
network, comprising 17 KEs (blue traces in Figure 4). Although
some of these components contained nonadjacent KERS, the
number of strongly connected components and their and KE
membership was not dependent on the adjacency of KERs (ie,
the same result was obtained when considering all KERs or only
adjacent KERs). All 4 of these cycles represent feedback loops
that were created intentionally by users; that is, these strongly
connected components exist in individual user-defined AOPs,
before they were combined into the network, although two of
these components became larger as a result of combining mul-
tiple AOPs. It is beyond the scope of the present study to delve
into the specific biology of these components, it is of interest to
note, and perhaps not surprising, that the largest of the strongly
connected components contains the KE for oxidative stress at its
center. In addition to identifying important cycles and feed-
backs in the network, identifying strongly connected compo-
nents is critical for determining which types of analyses can be
performed on a given network. The presence of these compo-
nents can restrict which methods that can be applied, for exam-
ple, Bayesian networks, which represent a promising approach
for creating quantitative AOP models (qAOPs) (Jaworska et al.,
2013; Wittwehr et al., 2017), can only be constructed using di-
rected acyclic graphs. Topological sorting, relevant for both

Table 3. AOP-KB Network Benchmarking Summary

No.

AOP attributes
User-specified AOPs 219

Archived AOPs 6
Empty AOPs 26
Networked 187

Key events in network 825
Key events not included in network 15
Key event Relationships in network 1050
Key event attributes
Key event designator

Molecular-initiating events 126
Regular key events 586
Adverse outcomes 113

Level of biological organization
Molecular 226
Cellular 270
Tissue 138
Organ 78
Individual 88
Population 25

Key event relationship attributes
Adjacency

Adjacent KERs 943
Non-adjacent KERs 107

Average weight of evidence score (out of 3) 2.1
Average quantitative understanding score (out of 3) 2.7
Network attributes
Components

Weakly connected components 34
KEs in largest weakly connected component 578

Strongly connected components 4
KEs in largest strongly connected component 7

Unique linear AOPs 9876
User-specified linear AOPs 471
Emergent linear AOPs 9405
Most linear AOPs for a single MIE/AO pair 292

Connectivity
Greatest degree-in for a KE 10
Greatest degree-out for a KE 10
Greatest AOP occurrence for a KE 6615
Greatest edge connectivity for an MIE/AO pair 5
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analysis and visualization of complex causal dependencies
(Villeneuve et al., 2018), is also only possible for directed net-
works that do not contain cycles/feedbacks.

Path Detection and Emergent AOPs
The progression from MIE to AO in a simple linear AOP is clear.
However, MIE to AO path identification in an AOP network is of-
ten much more complex. There are often multiple paths be-
tween any given MIE and AO, and multiple combinations of
MIEs and AOs to consider. To better understand how the organi-
zation of information according to the modular AOP framework
can yield new insights and accelerate development of complex
systems knowledge, including emergent novel LAOPs, we need
to distinguish AOPs specified by users (ie, user-defined AOPs)
from those that emerge as KEs are linked together in the overall
AOP-KB network (Figure 1).

We need to establish some terminology, “linear AOP (LAOP)”
and “user-defined AOP.” A LAOP is an AOP that begins with an MIE,
ends with an AO, and where each KE in the progression has no
more than one upstream and one downstream KE (Figure 1); a
LAOP may contain more than a single MIE or AO and must contain
at least an MIE and an AO with a KER between the two. The set of
unique LAOPs for the AOP-KB network contains all the possible
paths between every MIE/AO pair; this makes LAOPs the funda-
mental unit by which to quantify unique AOP knowledge. To com-
putationally identify all unique LAOPs, we determined all the
simple paths between every MIE/AO pair. A simple path in a network
is sequence of nodes, connected by edges, where no node is tra-
versed more than once. In an AOP network context, simple path
analysis between MIEs and AOs provides a mechanism to identify
all possible unique LAOPs.

A “user-defined AOP” is defined as any set of KEs (including
MIEs and AOs) and KERs that share the same AOP-ID. Whenever
a user specifies a new AOP in the AOP-KB, it is assigned a
unique AOP-ID. All KEs and KERs assigned to the created AOP
are associated with this AOP-ID, although any KE or KER can be

associated with multiple AOP-IDs. It is important to note that
“user-defined AOPs” are not necessarily LAOPSs. For example, it
is permitted for users to include branched structures when add-
ing AOPs to the AOP-KB (OECD, 2018). These branches can create
small networks of LAOPs; thus, user-defined AOPs may contain
more than one LAOP. Likewise, some user-defined AOPs cur-
rently under development may contain zero LAOPs (eg, in
instances where MIEs, AOs, or KERs have not yet been defined).

A key distinction then arises between “user-defined LAOPs”
and “emergent LAOPs.” We designate a “user-defined LAOP” as
a LAOP for which all KEs and KERs share the same AOP-ID.
These represent the LAOPs that are contained within the set of
“user-defined AOPs.” In contrast, an “emergent LAOP” is one
that was not formally entered into the KB by a user, but which
emerges from sharing of KEs between two or more user-defined
AOPs. Consequently, emergent LAOPs are LAOPs that contain at
least one KE with an AOP-ID that is different from the rest of the
KEs in that LAOP. Emergent LAOPs represent potentially novel
pathways, resulting from the contribution of multiple AOP con-
tributors to the AOP-KB.

The AOP-KB network was assembled from 187 user-defined
AOPs, each with a unique AOP-ID. As KEs can be shared there
are on average 1.6 AOP-IDs assigned to each KE in the network
(median¼ 1, max¼ 21). Similarly, KERs in the network had an
average of 1.3 AOP-IDs (median¼ 1, max¼ 13). Among the 187
user-defined AOPs, there are 471 user-defined LAOPs in the
AOP-KB network. The number of LAOP per user-defined AOP is
not evenly distributed (Supplementary Figure 4). Rather, of the
187 user-defined AOPs, 40 (21%) had zero LAOPs, 63 (34%) had
only one LAOP, 38 (20%) had two LAOPS, and the remaining 46
(25%) had greater than 2. The user-defined AOP with the great-
est number of LAOPs contained 32 LAOPs. This was an AOP for
liver steatosis, which was designed as an AOP network (Angrish
et al., 2017).

When all the user-defined AOPs were combined into the
global AOP-KB network (Figure 2), a far greater number of LAOPs

Figure 3. A, Histogram showing the distribution of the level of biological organization (LOBO) of all key events in the AOP-KB network and (B) their location in the network.
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(9876) were identified. Of these, 9405 novel LAOPs (9876 total
LAOPs minus 471 user-defined LAOPs) emerged because of net-
work connectivity. This means that there are approximately 20
emergent LAOPs for each user-defined AOP in the network
(Supplementary Figure 4); we will show later that this growth is,
however, not linear. Emergent LAOPs represent a large amount
of novel and potentially useful AOP knowledge derived from a
relatively small number of user-defined AOPs that is only made
possible through the collective effort of individual AOP develop-
ers in the crowd-sourced AOP-KB framework.

The algorithm to determine the set of LAOPs for the entire
AOP-KB network considered all possible MIE/AO pairs in the
network. Thus, the results of the global analysis were also able
to investigate the distribution of LAOPs for each MIE/AO pair
(Supplementary Figure 5). Looking at each MIE/AO pair indicates
the number of parallel routes from a given MIE (eg, inhibition of
a particular enzyme) to a given outcome (eg, impaired reproduc-
tion). There were 913 MIE/AO pairs that were connected by at
least one LAOP. Of these, 235 pairs were connected by only one
unique LAOP, whereas 179 pairs had two LAOPs between them.
However, the majority of pairs (499 MIE/AO pairs) had greater

than 2 LAOPS. Of these, 22 pairs had greater than 50 LAOPS be-
tween them, with the greatest number of LAOPs per MIE pair be-
ing 292. All the MIE/AO pairs that had greater than 50 LOAPs
were part of a large user-defined AOP network that was devel-
oped to investigate honey bee colony death (LaLone et al., 2017).
This subnetwork of 292 unique LAOPs captures a myriad of
ways in which activation of the nicotinic acetylcholine receptor
can plausibly contribute to colony loss/failure (Supplementary
Figure 6). It also contains one of the strongly connected compo-
nents, which we identify as partially explain the large number
of LAOPs that result from the associated user-defined AOPs.

Connectivity and Robustness
To characterize the “baseline” state of the AOP-KB (April 2018),
we also wanted to examine if any KEs were stand-outs by meas-
ures of connectivity and if there were MIE/AO pairs in the global
AOP-KB network were the most robustly connected. These anal-
yses provide insights into biological pathways that have been a
focus for AOP development to date and can also provide
insights into how updates to the guidance (OECD, 2018), such
as the use of structured ontology terms in defining KEs

Figure 4. Most of the AOP-KB network forms into one large weakly connected component. Many smaller weakly connected components are made of small numbers of

AOPs. These smaller components are indicated with pastel-colored backgrounds. There are four strongly connected components on the AOP-KB network. These repre-

sent one or more set of feedbacks where each node in the strongly connected component has a path to each other node; these are indicated by blue traces. [Color figure

is available in the online version, available at http://https://doi.org/10.1093/toxsci/kfz006].
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(Ives et al., 2017), and other forms of outreach are encouraging
greater sharing of KE/KER content by AOP developers (rather
than defaulting to de novo KE and KER description). We investi-
gated several measures of centrality and connectivity for KEs in
the global AOP-KB network. Some analyses, results which we
share here, provided useful insight. Degree centrality for a KE is
the measure of the number of in- and/or out-going KERs from
each KE in a network. In an AOP context, degree measures iden-
tify regions of convergence and divergence in the AOP-KB net-
work (Villeneuve et al., 2018; Figure 5). Two KEs shared the
highest number of outgoing KERs (degree out) with a score of 10.
These were KE ID no. 18, AhR activation, and KE ID no. 167, LxR
activation. High degree-out scores indicate that these KEs,
which are both MIES, are points of high divergence. KE ID no.
351, increased mortality, had the highest number of incoming
KERs (degree-in) with a score of 10; indicating that increased
mortality is a point of high convergence.

Involvement of a node within network paths is frequently
quantified by a measure called betweenness centrality,
however, this measure has limited use in AOP networks, so an

AOP-specific measure of involvement was derived to identify
which KEs were contained within the most LAOPs. This mea-
sure, called AOP Occurrence counts the number of times a KE
occurs in unique LAOPs (Villeneuve et al., 2018). Our results
show a wide distribution in AOP occurrence values in the global
AOP-KB (Figure 5; Supplementary Figure 7). The average AOP oc-
currence per KE was 123 (median¼ 5). The greatest value was
for KE ID no. 341 (impairment, learning, and memory), which
occurred in 6615 unique LAOPs (a surprising 67% of all LAOPs).
This KE is an AO that is used in 12 different user-defined AOPs,
including several AOPs that are part of the previously men-
tioned honey bee colony death subnetwork that contains the
MIE/AO pairs with the largest number of LAOPs, it is also located
downstream of one of the four strongly connected components;
we have identified each of these factors as contributing to the
large AOP occurrence value for this KE.

Many MIE/AO pairs have at least one LAOP between them in
the global AOP-KB network, however we sought to find a mea-
sure to quantify the strength of those connections between
MIEs and AOs. We saw that the number of LAOPs between

Figure 5. The size of the KE nodes in the AOP-KB are scaled to various measures of network connectivity and the KEs with the greatest values are indicated by arrows.

A, KE nodes are scaled to degree-out. The KEs with the greatest degree-out were AhR activation and LxR activation; (B) KE nodes are scaled to degree-in. The KE with

the greatest degree-in was increased mortality; and (C) KE nodes were scaled to the log of AOP occurrence. The KE with the greatest AOP occurrence was impaired

learning and memory.
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MIE/AO pairs ranged from 0 to 292, however the number of
LAOPs between MIE and AO does not necessarily mean that the
connection between them is robust.

To explore network robustness, we used a measure called
edge connectivity. Edge connectivity of two nodes is the minimum
number of edges that must be removed to disrupt all paths be-
tween the nodes. A histogram showing the edge connectivity of
MIE/AO pairs that are connected by at least one LAOP is shown
in Supplementary Figure 8. Most of these pairs had an edge con-
nectivity of only one or two (859 and 42 pairs out of 913, respec-
tively), several MIE/AO pairs had and edge connectivity between
3 and 5. This indicates that the connection between most MIE/
AO pairs is dependent on one or two KERs. For example, MIE:
1486 and AO: 566 has 80 unique paths (ie, LAOPs) between
them, yet only have an edge connectivity of 1 (Figure 6A). In
contrast, MIE: 167 and AO: 459 has only 18 LAOPs, but an edge
connectivity of 5 (Figure 6B), indicating more lines of evidence
linking this MIE/AO pair. This information could be useful in
identifying MIE/AO pairs that are supported by the most evi-
dence, identifying weak points in AOP networks that could be
strengthened with further research, and identifying the most
critical KERs of an AOP or AOP network. For example, the KERs
that comprise the less robust network regions would make ideal
candidates for assays that target certain MIE/AO pairs.

Growth Characteristics of the Knowledge Base and Factors Affecting
Connectivity
The ratio of emergent to user-defined LAOPs was around 20:1
when we conducted our analysis. We sought to understand
what factors influenced the emergence of LAOPs in the global
AOP-KB network. To investigate both the rate of growth of
emergent LAOPs and to try to identify network attributes that
affect this growth, we conducted a network growth simulation
that incrementally added the user-defined AOPs, one at a time,
to the AOP-KB network. At each iteration of the simulation, we
measured various network statistics and compared them with
the rate of emergence of LAOPs (Figure 7). As the AOP-KB net-
work grows (as determined by the number of KEs in the net-
work), there are several large increases in the total number of
LAOPs in the network (Figure 7A). The occurrence of nonadja-
cent KERs is one significant driver, as the total number of LAOPs
was in fact 60% lower when only adjacent KERs were considered

(9876 total LAOPs vs 3097 adjacent-only LAOPs). Interestingly,
the trend in the rate of emergence of LAOPs and adjacent-only
LAOPs was nearly identical throughout our growth simulation
(Figure 7A). Not surprisingly, the trend in maximum AOP occur-
rence was also highly correlated to the number of LAOPs in the
network (Figure 7A). Because these three measures had such
similar trends, the remainder of our growth simulation analyses
focused on the total number of LAOPs as the indicator of net-
work connectivity.

To better understand what variables have the greatest influ-
ence on the number of emergent LAOPs captured in the AOP-
KB, we first examined the influence of nonadjacent KERs in
more detail (Figure 7B). As one might expect, the number of ad-
jacent KERs grew linearly with the number of KEs because, in
general, most new KEs introduced would require, on average
one new adjacent KER to connect it to the network. In contrast,
nonadjacent KERs, which are an optional component of AOP
descriptions, appeared to increase in a nonlinear rate.
Furthermore, it appeared that some of the increased rate of
LAOP growth coincided with elevated rates of nonadjacent KER
growth. However, not all increases in nonadjacent KERs were
accompanied by increases in LAOPs and vice versa. This sug-
gests that the addition of nonadjacent KERs may indeed affect
the emergence of LAOPs in the network, but it is not the only
contributing factor.

Next, we examined the influence of weakly or strongly con-
nected components (Figure 7C). The number of weakly con-
nected components did not appear to have a major effect on the
emergence of LAOPs, with one exception (Figure 7C, pink
squares). At one point during the growth of the network, when
it was between 200 and 300 KEs in size, there was a large de-
crease in the number weakly connected components, which
appeared to be related to a large increase in LAOPs. This repre-
sented a moment during the growth of the AOP-KB network
when user-defined AOPs first started to have shared compo-
nents and form into a network, resulting in the emergence of
new LAOPs. No other changes in LAOP growth appear to be re-
lated to the number of weakly connected components. The
emergence of LAOPs was also compared with the point at which
the four strongly connected components were introduced into
the network (Figure 7C, purple squares). In many of the instan-
ces that a strongly connected component was introduced into

Figure 6. Two subnetworks demonstrating and MIE/AO pairs with varying edge connectivity. A, MIE: 1486 and AO: 566 are connected by 80 unique LAOPs, but only

have an edge connectivity of one. (B) In contrast, MIE: 167 and AO: 459 are connected by only 18 LAOPs, but have an edge connectivity of 5.
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the network, there was a large increase in LAOPs, indicating this
as an important factor affecting network connectivity. However,
as with the nonadjacent KERs, not every increase in LAOPs was
accompanied by the introduction of a new strongly connected
component, indicating a need to explore other factors.

Finally, we considered the number of times that a user-
created a new AOP that borrowed one or more KEs that already
existed in the AOP-KB network (Figure 7D). We anticipated that
LAOP emergence would correspond well with borrowing events.
Our analyses showed that borrowing represents the main
mechanism by which the AOP-KB can be formed into a network.
The rate at which borrowing occurred was the most reliably pre-
dictive factor for determining the rate of LAOP emergence. This
finding strongly supports the modular structure of the AOP
framework and importance of the crowd-sourced approach
allowing for shared units of AOP description to maximize the
knowledge captured relative to de novo contributions by users.

Critical Path Identification
Given the nearly 10 000 unique paths between MIEs and AOs
currently in the AOP-KB network, it is common that an MIE and
AO will have multiple paths between them. When multiple
paths are found between an MIE and AO, further inquiry may
focus on determining critical paths and path filtering. The

concept of a critical path in an AOP network will vary with con-
text and application (Villeneuve et al., 2018). With the applica-
tion defined, however, the criticality of a path can be
determined using a variety of KE and/or KER attributes relevant
to that problem or research question. In some applications, the
path of highest interest may be the most concise connection be-
tween an MIE and an AO. In other applications, it could be the
well-researched path between an MIE and an AO. In this sec-
tion, we present methods for using the information contained
within the KERs for identifying such paths in the AOP-KB
network.

In this section, we use Event ID no. 201 (binding of antago-
nist, NMDA receptors) and Event ID no. 341 (impairment, learn-
ing, and memory) as an example MIE/AO pair to illustrate how
critical paths of interest can be identified. This pair has a mod-
erate number of LAOPs that form a relatively simple subnet-
work comprised of 14 KEs and 18 KERs (Figure 8A). This
subnetwork contained no cycles and so a topological sorting
and visualization was utilized. As noted earlier, topological sort-
ing is a useful visualization tool for identifying which KEs occur
upstream and downstream of each other and identifying causal
dependencies, which are not obvious in the unsorted subnet-
work (Figure 8B). Of note, in cases where cycles are present in
an AOP network, there are computational techniques available

Figure 7. The growth of the AOP-KB was simulated by rebuilding the network one user-defined AOP at a time. After each user-defined AOP was added to the network,

various statistics were determined and compared with the rate of emergence of linear AOPs (LAOPs). A, The rate of total LAOP emergence is compared with emergence

of LAOPs that only contain adjacent KERs, and to the maximum AOP occurrence value in the network; (B) total LAOPs are compared with the number of adjacent and

nonadjacent KERs; (C) total LAOPs are compared with the number of weakly and strongly connected components in the network; and (D) total LAOPs are compared

with the rate at which new user-defined AOPs are built by borrowing KEs that already exist in the network.
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for graph condensation to contract cycles and create an acyclic
network (Villeneuve et al., 2018).

The MIE, binding of antagonist NMDA receptors, and AO,
impairment, learning, and memory, are connected by 35 unique
LAOPs. In some cases, one might be interested in identifying the
shortest possible path among these LAOPs. By using a shortest
path analysis, we identified an LAOP connecting this MIE/AO
pair that is only 4 KERs long (Figure 8C). The concept of a short-
est path between two nodes is intuitive; in its simplest form the
shortest path between two nodes is a sequence from the start-
ing node (MIE: Event ID no. 201) to the ending node (AO: Event
ID no. 341) that traverses the fewest nodes along the way. This
example would be considered an unweighted shortest path be-
cause it does not consider any additional information associ-
ated to the KERs, or assumes each edge carries equal weight.
Such a simply derived critical path would not likely be useful for
many applications. This shortest path from MIE: 201 to AO: 341
contains a nonadjacent KER that bypasses many KEs. Non-
adjacent KERs will commonly be identified in this type of analy-
sis, which may be desirable if the quantitative understanding of
the nonadjacent KER is such that measurement of the interme-
diate KERs is unnecessary. However, in other cases the
unweighted shortest path may be missing useful information or
the appropriate level of detail and evidence for support.

A shortest path analysis can also be performed using edge
weights that are dependent on the information encoded in the
KERs. Specific to AOP networks, another slightly more complex
example would be to identify the shortest path between this

MIE/AO pair, but omit the nonadjacent KERs. This analysis
would not bypass any potentially important information by
jumping KEs. However, when considering only adjacent KERs in
our example subnetwork, we identified 5 equally short unique
LAOPs, each 7 KERs long (Figure 8D). It is very likely that for any
application several paths of equal length will be identified, and
further information may be required to filter paths of greatest
interest for the application.

One approach to filter the 5 shortest adjacent-only paths is
to consider the additional WOE information encoded as KER
attributes in the AOP-KB. Each KER in the AOP-KB is assigned a
WOE score of “low,” “moderate,” or “high,” to describe the
strength of the empirical evidence that supports the causal rela-
tionship it describes. Recent work has outlined approaches for
using AOPs in WOE assessment and called for standardized
WOE determinations for KERs (Collier et al., 2016; Garcia-Reyero
and Murphy, 2018). Our analyses utilize the WOE rankings de-
termined by AOP authors to differentiate between possible
paths within a given AOP network. Specifically, we used KER
WOE information as edge weights to identify the shortest path
between MIE: 201 and AO: 341 that only traversed adjacent KERs
with the greatest combined WOE score (Figure 8E). By this ap-
proach, we isolated a single LAOP of potentially high relevance
from the multiple paths possible in this complex subnetwork.
The assumption of missing WOE KER attributes as “low” is a
conservative assignment in the face of missing data. As actual
measures for these missing KER attributes are contributed by
the AOP authors, the result of higher weights, such as “medium”

Figure 8. There are 35 unique linear AOPs (LAOPs) between MIE: 201 and AO: 341. A, These LAOPs form a small subnetwork. B, Topological sorting can be used to visualize

which KEs occur upstream and downstream of each other, and can help identify causal relationships. A shortest path analysis can be used to identify LAOPs of interest in

this subnetwork, such as (C) the shortest LAOP from MIE to AO (highlighted in light blue), (D) the shortest LAOPs that only includes adjacent KERs (in this subnetwork there

5 unique LAOPs of equal length that meet these criteria, each highlighted in a different shade of blue), and (E) the LAOP that only includes adjacent KERs and has the great-

est combined weight of evidence score (highlighted in purple). [Color figure is available in the online version, available at http://https://doi.org/10.1093/toxsci/kfz006].
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or “high” will then serve to identify more supported KERs that
may emerge within these critical path analyses. This approach
can be applied to much more complex networks and can be
based on almost any of the information that is stored as KERs
attributes (eg, the “quantitative understanding” score, or experi-
mentally derived time-course data) as long as they can be repre-
sented numerically.

It is important to note that AOPs are intended to be prag-
matic simplifications of complex biology and that the length of
an AOP is not necessarily indicative of its quality. The path de-
tection method based on edge weights utilized above did not
take path length into consideration. As a result, this method
has a bias for identifying longer paths as the critical path (ex: an
LAOP with many “low” WOE KERs will have a higher overall
WOE score than an LAOP with only a few “high” WOE KERs). A
critical path identification strategy that uses length-normalized
measures of edge weights might be more appropriate for
addressing this issue. A length-normalized approach gave us
the same result as the unnormalized approach in our example
subnetwork (data not shown) and may prove useful in more
complex networks.

If path length is considered, identifying the longest path
may be desirable for specific applications. For example, in the
AOP-KB network, the longest simple path between an MIE and
AO might indicate the most detailed mechanistic description
available in the KB. To explore this concept, we determined all
the longest LAOPs in the AOP-KB (visually depicted in
Supplementary Figure 9). We identified 7 unique LAOPs that
were each 16 KERs in length. There was considerable overlap be-
tween several of these LAOPs, only differing by a single KER in
some instances. These 7 LAOPs represent the most detailed
AOPs currently in the AOP-KB.

For AOP networks, path criticality is linked to context and it
is not possible to say which path detection method is best. Our
goal was to describe a few different approaches for path filtering
and the determination of critical paths. Our simple example of
the MIE: 201/AO: 341 subnetwork demonstrates several ways in
which weighted and unweighted path analyses can be used to
identify paths of interest from the AOP-KB network.

Conclusions, Challenges, and Future Directions
The AOP-KB represents a massive international research and
epistemic effort. The AOP-KB has now accumulated sufficient
contributions that individual user-defined AOPs can now be as-
sembled into networks and assessed in a more integrated con-
text. This is critical; at the inception of the AOP framework, it
was assumed that AOP networks would be the functional unit
of information that would be most relevant in practical applica-
tions (Villeneuve et al., 2014). However, continued adoption of
the framework and growth of the AOP-KB is not assured.
Significant investments in education and training, governance,
incentives for contribution, and demonstrations of practical ap-
plication are all needed to support ongoing growth of the AOP-
KB (Carusi et al., 2018). Measures of the growth and properties of
the AOP-KB network in turn are needed to quantify and evalu-
ate the success of these efforts in promoting further develop-
ment of the AOP-KB.

The current analysis of the AOP-KB network provides the
critical baseline data (Table 3; Figure 9) for these future indica-
tors of success (or lack thereof). As of April 2018, the AOP-KB
contained just over 200 user-defined AOPs, composed of
roughly 825 KEs, connected by over 1000 KERs. Collectively,
those user-defined AOPs describe over 9000 simple paths link-
ing a MIE to an AO via a unique sequence of KEs. Those paths

organize into 34 weakly connected components. The anticipa-
tion is that over time, the number of user-defined AOPs will
continue to increase and that the connectivity between them
will continue to increase, resulting in fewer connected compo-
nents with more nodes per component, more emergent LAOPs,
and an increase in the number of highly connected “hub” KEs.
Periodic analysis of the overall AOP-KB network will provide
useful and informative tracking of the overall growth and devel-
opment of the AOP-KB.

The AOP-KB is a resource derived from crowd sourcing,
depending on individual contributions for its continued growth.
As an additional benefit, our benchmarking efforts can also be
used to provide valuable feedback to individual AOP developers.
Some of the baseline analyses presented in this article can be
used to track the influence that an AOP author’s contributions
are having within the larger AOP community. Values for AOP
occurrence and KE/KER borrowing are two examples of simple
metrics that convey global impacts of single, fundamental KE or
KER units. As the AOP-KB information technology develops,
metrics such as these could be included as part of AOP-KB
downloadable status reports, shown along with the KE/KER
descriptions in the AOP-KB, or attached to an AOP contributor’s
user profile within the KB and would ideally serve to encourage
further refinement and contribution to the AOP-KB.

As it stands in April 2018, the AOP-KB is starting to become a
formidable crowd-sourced repository of toxicological knowl-
edge, with hundreds of AOPs contributed comprising approxi-
mately a thousand KEs and KERs spanning many LOBO.
Connectivity in the AOP-KB was initially low, but after addition
of about 200–300 KEs to the AOP-Wiki and the practical onset of
sharing of KE and KERs among AOPs, the total number of LAOPs
began to grow at a rate that averages out to over 20 times the
rate at which new user-defined LAOPs are added. This illus-
trates one of the major advantages of assembling information
in and integrated, modular platform as opposed to more tradi-
tional documents. Open access and sharing of AOP knowledge
is critical for continued growth of the knowledge base, even for
AOPs that are at early stages in their development. Crowd
sourcing and open access allows for sharing of KEs and KERs,
creating efficiencies in development and avoiding redundant
research effort and duplicative content in the knowledge base.
Borrowing KEs and KERs, as our analysis shows, is also the sin-
gle most significant factor contributing to growth of emergent
LAOP information.

In addition to the knowledge capture itself, practical applica-
tion of AOP networks requires that appropriate computational
tools to extract, visualize, and analyze AOP networks be devel-
oped (Knapen et al., 2018; Villeneuve et al., 2018). Although KEs
and KERs have been identified, many of the current AOP
descriptions still lack robust supporting information.
Additionally, from a network development and benchmarking
standpoint, the types of computational analyses employed here
can only be conducted on information that is stored in the KB in
a machine-readable format. Therefore, it is our recommenda-
tion that additional ontologies be incorporated into the KE, KER,
and AOP descriptions. Information such as “research area” (ex:
neurotoxicology, genetic toxicology, etc.) and demographic in-
formation on authors would be incredibly useful for targeting
areas to focus development and training, and for the identifica-
tion of novel contributions to AOP-KB.

Our research demonstrates the benefits of utilizing edge
weights on KERs derived from machine-readable structured in-
formation captured in the AOP-KB. By combining computational
methods for extracting shortest or longest paths from the
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network along with rules for calculating normalized WOE or
quantitative understanding metrics along those paths, it should
be possible to extract AOPs (including emergent LAOPs) from
more complex AOP networks. In some applications AOP path
length alone may be of interest, however generally attributes of
edges in the path such as WOE, quantitative understanding, or
adjacency will enable context-relevant critical path identifica-
tion. As the amount of machine-readable information captured
in the AOP-KB increases, more and more options to tailor criti-
cal path analyses for different research questions or risk assess-
ments should be available.

As a repository alone the AOP-KB is useful for the toxicologi-
cal community. However, the present study demonstrates that
the AOP-KB has additional value as a source of novel emergent
knowledge. We showed that combining 187 user-defined AOPs
into a network context resulted in the emergence of 9405
unique, previously undescribed, linear AOPs (LOAPs). Although
we acknowledge not all emergent LAOPs are biologically plausi-
ble, our research provides a quantification of unexplored poten-
tial AOP knowledge. The global AOP-KB network was
constructed using largely uncurated data and was assembled

without consideration for any species-, sex-, or life stage-
specific information. Nevertheless, because the network was
constructed based on the components that are shared between
the user-defined AOPs, many of these resulting LAOPs are likely
to be of some toxicological relevance. One major challenge will
be to assess and curate this large amount of emergent AOP in-
formation, specifically when an application has been identified
for the use of user-specified or emergent AOPs. Approaches de-
veloped for generating computationally-predicted AOPs (Bell et al.,
2016; Oki et al., 2016) may also have use for ground-truthing
emergent LAOPs within the overall AOP-KB network. Methods
must be developed for appropriately filtering this information
and for quality assurance and quality control (several filtering
methods are discussed in Knapen et al., 2018 and Villeneuve
et al., 2018). Tools, such as the critical path analyses presented
here, provide some approaches to path filtering. The AOP DB,
under ongoing development, is another promising new tool in
this direction (Pittman et al., 2018).

We demonstrated the utility of applying established network
analysis/graph theory techniques to benchmarking and extract-
ing information from the AOP-KB. We have also derived and

Figure 9. A visual summary of various AOP-KB network attributes. KEs are represented as nodes (circles), where molecular initiating events and adverse outcomes are shown

as green and red nodes, respectively. KERs are represented as directed edges (arrows) where nonadjacent KERs are shown in orange. Small weakly connected components

that are no part of the main components are shown with pastel-colored backgrounds. The strongly connected components (feedback cycles) are shown by blue traces.

Finally, the node size of each KE is scaled to the log of AOP occurrence. [Color figure is available in the online version, available at http://https://doi.org/10.1093/toxsci/kfz006].
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utilized AOP network-specific analysis techniques, such as AOP
occurrence; these AOP-specific variants on standard network
analyses will likely continue to be developed and find use. For
example, future analyses of edge connectivity may be modified
to include WOE ratings along the edges identified in the analy-
sis to help to add further contextual relevance to their identifi-
cation of robust MIE/AO pairs for AOP applications. It is
expected that as the AOP-KB continues to evolve, methods that
leverage more sophisticated network analysis techniques will
be required to fully capitalize on the wealth of information cap-
tured in this international toxicology knowledge-sharing
database.

SUPPLEMENTARY DATA

Supplementary data are available at Toxicological Sciences
online.
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